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Classical Planning

Classical planning is the task of finding a sequence of actions to accomplish a goal in a discrete,
deterministic, static, fully observable environment. Two previous approaches:
▶ Graph search, e.g., A∗

▶ Hybrid propositional logical agent
Two limitations:
▶ Require ad-hoc heuristics
▶ Require explicit representation of exponentially large state space.

Planning Domain Definition Language solves these problems using a factored representation
based on first-order logic.
▶ A state is a conjunction of ground atomic fluents – single predicates containing no variables.

▶ At(T ruck1, Melbourne) is a ground atomic fluent, At(t1, from) is not.
▶ PDDL uses database semantics, or the closed-world assumption: any fluents not

mentioned are false, and unique names represent distinct objects.
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Planning Domain Definition Language (PDDL)
Action schema is a family of ground actions.
▶ Action name and list of variables
▶ Precondition: conjunction of literals

▶ Action a is applicable in state s if s |= a.precondition

▶ Effect: conjunction of literals
▶ Result of executing action a in state s is s′ is applying delete list and add list to s:

▶ DEL(a), delete list: remove negative literals in action’s effects.
▶ ADD(a), add list: add positive literals in action’s effects.

Action schema:

Action(Fly(p, from, to),
PRECOND : At(p, from) ∧ Plane(p) ∧ Airport(from) ∧ Airport(to)
EFFECT : ¬At(p, from) ∧ At(p, to))

Ground (variable-free) action:

Action(Fly(P1, SFO, JFK),
PRECOND : At(P1, SFO) ∧ Plane(P1) ∧ Airport(SFO) ∧ Airport(JFK)
EFFECT : ¬At(P1, SFO) ∧ At(P1, JFK))
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Air Cargo Transport
364 Chapter 11 Automated Planning

Init(At(C1, SFO) ^ At(C2, JFK) ^ At(P1, SFO) ^ At(P2, JFK)
^ Cargo(C1) ^ Cargo(C2) ^ Plane(P1) ^ Plane(P2)
^ Airport(JFK) ^ Airport(SFO))

Goal(At(C1, JFK) ^ At(C2, SFO))
Action(Load(c, p, a),

PRECOND: At(c, a) ^ At(p, a) ^ Cargo(c) ^ Plane(p) ^ Airport(a)
EFFECT: ¬ At(c, a) ^ In(c, p))

Action(Unload(c, p, a),
PRECOND: In(c, p) ^ At(p, a) ^ Cargo(c) ^ Plane(p) ^ Airport(a)
EFFECT: At(c, a) ^ ¬ In(c, p))

Action(Fly(p, from, to),
PRECOND: At(p, from) ^ Plane(p) ^ Airport(from) ^ Airport(to)
EFFECT: ¬ At(p, from) ^ At(p, to))

Figure 11.1 A PDDL description of an air cargo transportation planning problem.

must be taken to make sure the At predicates are maintained properly. When a plane flies
from one airport to another, all the cargo inside the plane goes with it. In first-order logic it
would be easy to quantify over all objects that are inside the plane. But PDDL does not have
a universal quantifier, so we need a different solution. The approach we use is to say that a
piece of cargo ceases to be At anywhere when it is In a plane; the cargo only becomes At the
new airport when it is unloaded. So At really means “available for use at a given location.”
The following plan is a solution to the problem:

[Load(C1,P1,SFO),Fly(P1,SFO,JFK),Unload(C1,P1,JFK),
Load(C2,P2,JFK),Fly(P2,JFK,SFO),Unload(C2,P2,SFO)] .

11.1.2 Example domain: The spare tire problem

Consider the problem of changing a flat tire (Figure 11.2). The goal is to have a good spare
tire properly mounted onto the car’s axle, where the initial state has a flat tire on the axle and
a good spare tire in the trunk. To keep it simple, our version of the problem is an abstract
one, with no sticky lug nuts or other complications. There are just four actions: removing
the spare from the trunk, removing the flat tire from the axle, putting the spare on the axle,
and leaving the car unattended overnight. We assume that the car is parked in a particu-
larly bad neighborhood, so that the effect of leaving it overnight is that the tires disappear.
[Remove(Flat,Axle),Remove(Spare,Trunk),PutOn(Spare,Axle)] is a solution to the problem.

11.1.3 Example domain: The blocks world

One of the most famous planning domains is the blocks world. This domain consists of a set
of cube-shaped blocks sitting on an arbitrarily-large table.1 The blocks can be stacked, but
only one block can fit directly on top of another. A robot arm can pick up a block and move it
to another position, either on the table or on top of another block. The arm can pick up only
one block at a time, so it cannot pick up a block that has another one on top of it. A typical
goal to get block A on B and block B on C (see Figure 11.3).

1 The blocks world commonly used in planning research is much simpler than SHRDLU’s version (page 38).
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Blocks World

Section 11.1 Definition of Classical Planning 365

Init(Tire(Flat) ^ Tire(Spare) ^ At(Flat,Axle) ^ At(Spare,Trunk))
Goal(At(Spare,Axle))
Action(Remove(obj, loc),

PRECOND: At(obj, loc)
EFFECT: ¬ At(obj, loc) ^ At(obj,Ground))

Action(PutOn(t, Axle),
PRECOND: Tire(t) ^ At(t,Ground) ^ ¬ At(Flat,Axle) ^ ¬ At(Spare,Axle)
EFFECT: ¬ At(t,Ground) ^ At(t,Axle))

Action(LeaveOvernight,
PRECOND:
EFFECT: ¬ At(Spare,Ground) ^ ¬ At(Spare,Axle) ^ ¬ At(Spare,Trunk)

^ ¬ At(Flat,Ground) ^ ¬ At(Flat,Axle) ^ ¬ At(Flat, Trunk))

Figure 11.2 The simple spare tire problem.
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Figure 11.3 Diagram of the blocks-world problem in Figure 11.4.

Init(On(A,Table) ^ On(B,Table) ^ On(C,A)
^ Block(A) ^ Block(B) ^ Block(C) ^ Clear(B) ^ Clear(C) ^ Clear(Table))

Goal(On(A,B) ^ On(B,C))
Action(Move(b,x,y),

PRECOND: On(b,x) ^ Clear(b) ^ Clear(y) ^ Block(b) ^ Block(y) ^
(b6=x) ^ (b6=y) ^ (x 6=y),

EFFECT: On(b,y) ^ Clear(x) ^ ¬On(b,x) ^ ¬Clear(y))
Action(MoveToTable(b,x),

PRECOND: On(b,x) ^ Clear(b) ^ Block(b) ^ Block(x),
EFFECT: On(b,Table) ^ Clear(x) ^ ¬On(b,x))

Figure 11.4 A planning problem in the blocks world: building a three-block tower. One
solution is the sequence [MoveToTable(C,A),Move(B,Table,C),Move(A,Table,B)].
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Blocks World PDDL

Section 11.1 Definition of Classical Planning 365
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Init(On(A,Table) ^ On(B,Table) ^ On(C,A)
^ Block(A) ^ Block(B) ^ Block(C) ^ Clear(B) ^ Clear(C) ^ Clear(Table))

Goal(On(A,B) ^ On(B,C))
Action(Move(b,x,y),

PRECOND: On(b,x) ^ Clear(b) ^ Clear(y) ^ Block(b) ^ Block(y) ^
(b6=x) ^ (b6=y) ^ (x 6=y),

EFFECT: On(b,y) ^ Clear(x) ^ ¬On(b,x) ^ ¬Clear(y))
Action(MoveToTable(b,x),

PRECOND: On(b,x) ^ Clear(b) ^ Block(b) ^ Block(x),
EFFECT: On(b,Table) ^ Clear(x) ^ ¬On(b,x))

Figure 11.4 A planning problem in the blocks world: building a three-block tower. One
solution is the sequence [MoveToTable(C,A),Move(B,Table,C),Move(A,Table,B)].
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Classical Planning Algorithms

▶ Forward state space search
▶ Backward state space search
▶ SATPlan – boolean satisfiability planning

▶ Translate PDDL into propositional form, use a SAT solver
▶ Graphplan

▶ Encode constraints related to preconditions and effects in a planning graph.
▶ Situation calculus
▶ Constraint satisfaction
▶ Partial-order planning

▶ Remove(Spare, T runk) and Remove(F lat, Axle) must come before P utOn(Spare, Axle),
but removals can happen in any order.
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Forward and Backward State Space Planning

▶ Forward search: unify current state against preconditions of each action schema –
applicable actions.

▶ Backward search: unify goal states against effects of action schemas – relevant actions.

Section 11.2 Algorithms for Classical Planning 367

apply the substitution to the action schema to yield a ground action with no variables. (It
is a requirement of action schemas that any variable in the effect must also appear in the
precondition; that way, we are guaranteed that no variables remain after the substitution.)

Each schema may unify in multiple ways. In the spare tire example (page 364), the
Remove action has the precondition At(obj, loc), which matches against the initial state in two
ways, resulting in the two substitutions {obj/Flat, loc/Axle} and {obj/Spare, loc/Trunk};
applying these substitutions yields two ground actions. If an action has multiple literals in
the precondition, then each of them can potentially be matched against the current state in
multiple ways.

At first, it seems that the state space might be too big for many problems. Consider an
air cargo problem with 10 airports, where each airport initially has 5 planes and 20 pieces of
cargo. The goal is to move all the cargo at airport A to airport B. There is a 41-step solution
to the problem: load the 20 pieces of cargo into one of the planes at A, fly the plane to B, and
unload the 20 pieces.

Finding this apparently straightforward solution can be difficult because the average
branching factor is huge: each of the 50 planes can fly to 9 other airports, and each of the 200
packages can be either unloaded (if it is loaded) or loaded into any plane at its airport (if it
is unloaded). So in any state there is a minimum of 450 actions (when all the packages are
at airports with no planes) and a maximum of 10,450 (when all packages and planes are at
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Figure 11.5 Two approaches to searching for a plan. (a) Forward (progression) search
through the space of ground states, starting in the initial state and using the problem’s ac-
tions to search forward for a member of the set of goal states. (b) Backward (regression)
search through state descriptions, starting at the goal and using the inverse of the actions to
search backward for the initial state.
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Hierarchical Planning
Hierarchical task network plans are built from:
▶ primitive actions, and
▶ high-level actions (HLA).

HLAs have one or more refinements.
▶ Refinements may contain other HLAs.
▶ A refinement with only primitive actions is

an implementation.
▶ An HLA achieves a goal if at least one of

its implementations achieves the goal.

Here are two goal-achieving implementations for
the Go(Home, SFO) HLA:

376 Chapter 11 Automated Planning

Refinement(Go(Home,SFO),
STEPS: [Drive(Home,SFOLongTermParking),

Shuttle(SFOLongTermParking,SFO)] )
Refinement(Go(Home,SFO),

STEPS: [Taxi(Home,SFO)] )

Refinement(Navigate([a,b], [x,y]),
PRECOND: a=x ^ b=y
STEPS: [ ] )

Refinement(Navigate([a,b], [x,y]),
PRECOND:Connected([a,b], [a�1,b])
STEPS: [Left,Navigate([a�1,b], [x,y])] )

Refinement(Navigate([a,b], [x,y]),
PRECOND:Connected([a,b], [a+1,b])
STEPS: [Right,Navigate([a+1,b], [x,y])] )

. . .

Figure 11.7 Definitions of possible refinements for two high-level actions: going to San
Francisco airport and navigating in the vacuum world. In the latter case, note the recursive
nature of the refinements and the use of preconditions.

can be shown that the right collection of HLAs can result in the time complexity of blind
search dropping from exponential in the solution depth to linear in the solution depth, al-
though devising such a collection of HLAs may be a nontrivial task in itself. When HLAs
have multiple possible implementations, there are two options: one is to search among the
implementations for one that works, as in Section 11.4.2; the other is to reason directly about
the HLAs—despite the multiplicity of implementations—as explained in Section 11.4.3. The
latter method enables the derivation of provably correct abstract plans, without the need to
consider their implementations.

11.4.2 Searching for primitive solutions

HTN planning is often formulated with a single “top level” action called Act, where the aim
is to find an implementation of Act that achieves the goal. This approach is entirely general.
For example, classical planning problems can be defined as follows: for each primitive action
ai, provide one refinement of Act with steps [ai,Act]. That creates a recursive definition of Act
that lets us add actions. But we need some way to stop the recursion; we do that by providing
one more refinement for Act, one with an empty list of steps and with a precondition equal
to the goal of the problem. This says that if the goal is already achieved, then the right
implementation is to do nothing.

The approach leads to a simple algorithm: repeatedly choose an HLA in the current plan
and replace it with one of its refinements, until the plan achieves the goal. One possible im-
plementation based on breadth-first tree search is shown in Figure 11.8. Plans are considered
in order of depth of nesting of the refinements, rather than number of primitive steps. It is
straightforward to design a graph-search version of the algorithm as well as depth-first and
iterative deepening versions.

Refinements can be produced recursivley, as
shown in this vacuum world navigation example:

376 Chapter 11 Automated Planning
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PRECOND: a=x ^ b=y
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PRECOND:Connected([a,b], [a�1,b])
STEPS: [Left,Navigate([a�1,b], [x,y])] )
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PRECOND:Connected([a,b], [a+1,b])
STEPS: [Right,Navigate([a+1,b], [x,y])] )
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Figure 11.7 Definitions of possible refinements for two high-level actions: going to San
Francisco airport and navigating in the vacuum world. In the latter case, note the recursive
nature of the refinements and the use of preconditions.

can be shown that the right collection of HLAs can result in the time complexity of blind
search dropping from exponential in the solution depth to linear in the solution depth, al-
though devising such a collection of HLAs may be a nontrivial task in itself. When HLAs
have multiple possible implementations, there are two options: one is to search among the
implementations for one that works, as in Section 11.4.2; the other is to reason directly about
the HLAs—despite the multiplicity of implementations—as explained in Section 11.4.3. The
latter method enables the derivation of provably correct abstract plans, without the need to
consider their implementations.
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is to find an implementation of Act that achieves the goal. This approach is entirely general.
For example, classical planning problems can be defined as follows: for each primitive action
ai, provide one refinement of Act with steps [ai,Act]. That creates a recursive definition of Act
that lets us add actions. But we need some way to stop the recursion; we do that by providing
one more refinement for Act, one with an empty list of steps and with a precondition equal
to the goal of the problem. This says that if the goal is already achieved, then the right
implementation is to do nothing.

The approach leads to a simple algorithm: repeatedly choose an HLA in the current plan
and replace it with one of its refinements, until the plan achieves the goal. One possible im-
plementation based on breadth-first tree search is shown in Figure 11.8. Plans are considered
in order of depth of nesting of the refinements, rather than number of primitive steps. It is
straightforward to design a graph-search version of the algorithm as well as depth-first and
iterative deepening versions.
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Closing Thoughts

▶ Fun to create toy worlds and solve them.
▶ Look up “Monkey and bananas” problem.

▶ Still have knowledge-acquisition bottleneck.
▶ Still have problem of specifying large number of rules and facts for non-trivial problems.
▶ Still have problem of uncertainty – nondeterministic actions and partial observability.

In rest of course, we address these issues with uncertain reasoning and machine learning.
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