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Informed (Heuristic) Search Strategies
▶ Use domain-specific hints about “distance” from goals
▶ Hints encapsulated in a heuristic function, h(node):

▶ h(node) = estimated cost of cheapest path from node to a goal state
▶ h is really a function of state, not node. We use h(node) to be consistent with f(node) in

best-first search, and path cost, g(node).
▶ Book uses f(n), g(n) and h(n). I use node instead of n to clearly distinguish from n as an

index in problem size, N .
Example Heuristic for Romania, hSLD:
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Figure 3.16 Values of hSLD—straight-line distances to Bucharest.

3.5.1 Greedy best-first search

Greedy best-first search is a form of best-first search that expands first the node with the Greedy best-first
search

lowest h(n) value—the node that appears to be closest to the goal—on the grounds that this
is likely to lead to a solution quickly. So the evaluation function f (n) = h(n).

Let us see how this works for route-finding problems in Romania; we use the straight-
line distance heuristic, which we will call hSLD. If the goal is Bucharest, we need to know Straight-line

distance
the straight-line distances to Bucharest, which are shown in Figure 3.16. For example,
hSLD(Arad)=366. Notice that the values of hSLD cannot be computed from the problem
description itself (that is, the ACTIONS and RESULT functions). Moreover, it takes a certain
amount of world knowledge to know that hSLD is correlated with actual road distances and is,
therefore, a useful heuristic.

Figure 3.17 shows the progress of a greedy best-first search using hSLD to find a path
from Arad to Bucharest. The first node to be expanded from Arad will be Sibiu because the
heuristic says it is closer to Bucharest than is either Zerind or Timisoara. The next node to be
expanded will be Fagaras because it is now closest according to the heuristic. Fagaras in turn
generates Bucharest, which is the goal. For this particular problem, greedy best-first search
using hSLD finds a solution without ever expanding a node that is not on the solution path.
The solution it found does not have optimal cost, however: the path via Sibiu and Fagaras to
Bucharest is 32 miles longer than the path through Rimnicu Vilcea and Pitesti. This is why
the algorithm is called “greedy”—on each iteration it tries to get as close to a goal as it can,
but greediness can lead to worse results than being careful.

Greedy best-first graph search is complete in finite state spaces, but not in infinite ones.
The worst-case time and space complexity is O(|V |). With a good heuristic function, however,
the complexity can be reduced substantially, on certain problems reaching O(bm).

3.5.2 A⇤ search

The most common informed search algorithm is A⇤ search (pronounced “A-star search”), a A⇤ search

best-first search that uses the evaluation function

f (n) = g(n)+h(n)

where g(n) is the path cost from the initial state to node n, and h(n) is the estimated cost of
the shortest path from n to a goal state, so we have

f (n) = estimated cost of the best path that continues from n to a goal.

Straight line distances to Bucharest from each of the cities in Romania.
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Greedy Best-First Search
▶ Recall that best-first search uses a priority queue for its frontier, ordered by f(node)
▶ Greedy best-first search uses f(node) = h(node)
▶ Greediness: get as close to the goal as possible in each step

104 Chapter 3 Solving Problems by Searching
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Figure 3.17 Stages in a greedy best-first tree-like search for Bucharest with the straight-line
distance heuristic hSLD. Nodes are labeled with their h-values.

In Figure 3.18, we show the progress of an A⇤ search with the goal of reaching Bucharest.
The values of g are computed from the action costs in Figure 3.1, and the values of hSLD are
given in Figure 3.16. Notice that Bucharest first appears on the frontier at step (e), but it is
not selected for expansion (and thus not detected as a solution) because at f =450 it is not the
lowest-cost node on the frontier—that would be Pitesti, at f =417. Another way to say this
is that there might be a solution through Pitesti whose cost is as low as 417, so the algorithm
will not settle for a solution that costs 450. At step (f), a different path to Bucharest is now
the lowest-cost node, at f =418, so it is selected and detected as the optimal solution.

A⇤ search is complete.11 Whether A⇤ is cost-optimal depends on certain properties of
the heuristic. A key property is admissibility: an admissible heuristic is one that neverAdmissible heuristic

overestimates the cost to reach a goal. (An admissible heuristic is therefore optimistic.) With

11 Again, assuming all action costs are > ✏ > 0, and the state space either has a solution or is finite.
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Optimality of Greedy Best-First Search96 Chapter 3 Solving Problems by Searching
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Figure 3.10 Part of the Romania state space, selected to illustrate uniform-cost search.

Consider Figure 3.10, where the problem is to get from Sibiu to Bucharest. The succes-
sors of Sibiu are Rimnicu Vilcea and Fagaras, with costs 80 and 99, respectively. The least-
cost node, Rimnicu Vilcea, is expanded next, adding Pitesti with cost 80 + 97=177. The
least-cost node is now Fagaras, so it is expanded, adding Bucharest with cost 99+211=310.
Bucharest is the goal, but the algorithm tests for goals only when it expands a node, not when
it generates a node, so it has not yet detected that this is a path to the goal.

The algorithm continues on, choosing Pitesti for expansion next and adding a second path
to Bucharest with cost 80 + 97 + 101=278. It has a lower cost, so it replaces the previous
path in reached and is added to the frontier. It turns out this node now has the lowest cost,
so it is considered next, found to be a goal, and returned. Note that if we had checked for a
goal upon generating a node rather than when expanding the lowest-cost node, then we would
have returned a higher-cost path (the one through Fagaras).

The complexity of uniform-cost search is characterized in terms of C⇤, the cost of the
optimal solution,8 and ✏, a lower bound on the cost of each action, with ✏ > 0. Then the
algorithm’s worst-case time and space complexity is O(b1+bC⇤/✏c), which can be much greater
than bd . This is because uniform-cost search can explore large trees of actions with low costs
before exploring paths involving a high-cost and perhaps useful action. When all action costs
are equal, b1+bC⇤/✏c is just bd+1, and uniform-cost search is similar to breadth-first search.

Uniform-cost search is complete and is cost-optimal, because the first solution it finds
will have a cost that is at least as low as the cost of any other node in the frontier. Uniform-
cost search considers all paths systematically in order of increasing cost, never getting caught
going down a single infinite path (assuming that all action costs are > ✏ > 0).

3.4.3 Depth-first search and the problem of memory

Depth-first search always expands the deepest node in the frontier first. It could be imple-Depth-first search

mented as a call to BEST-FIRST-SEARCH where the evaluation function f is the negative
of the depth. However, it is usually implemented not as a graph search but as a tree-like
search that does not keep a table of reached states. The progress of the search is illustrated
in Figure 3.11; search proceeds immediately to the deepest level of the search tree, where the
nodes have no successors. The search then “backs up” to the next deepest node that still has

8 Here, and throughout the book, the “star” in C⇤ means an optimal value for C.

▶ Greedy best-first search returns the path via Sibiu and Fagaras to Bucharest.
▶ The path through Rimnicu Vilcea and Pitesti is 32 miles shorter.
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A∗ Search

f(node) = g(node) + h(node)

▶ Complete
▶ Optimal with an admissible heuristic
▶ Relatively efficient, but can generate exponential number of nodes for some problems.

Heavily dependent on quality of heuristic function.
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A∗ Progress Part 1
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Figure 3.18 Stages in an A⇤ search for Bucharest. Nodes are labeled with f = g+h. The h
values are the straight-line distances to Bucharest taken from Figure 3.16.
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values are the straight-line distances to Bucharest taken from Figure 3.16.

7 / 14



Admissibility and Consistency

▶ An admissible heuristic never overestimates the cost to reach a goal.
▶ A consistent heuristic is a kind of local admissibility: for every node node and successor

node′ generated by action a: h(node) ≤ c(node, a, node′) + h(n′). This is a form of
triangle inequality.

106 Chapter 3 Solving Problems by Searching
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Figure 3.19 Triangle inequality: If the heuristic h is consistent, then the single number h(n)
will be less than the sum of the cost c(n,a,a0) of the action from n to n0 plus the heuristic
estimate h(n0).

an admissible heuristic, A⇤ is cost-optimal, which we can show with a proof by contradiction.
Suppose the optimal path has cost C⇤, but the algorithm returns a path with cost C >C⇤. Then
there must be some node n which is on the optimal path and is unexpanded (because if all
the nodes on the optimal path had been expanded, then we would have returned that optimal
solution). So then, using the notation g⇤(n) to mean the cost of the optimal path from the start
to n, and h⇤(n) to mean the cost of the optimal path from n to the nearest goal, we have:

f (n) > C⇤ (otherwise n would have been expanded)

f (n) = g(n)+h(n) (by definition)

f (n) = g⇤(n)+h(n) (because n is on an optimal path)

f (n)  g⇤(n)+h⇤(n) (because of admissibility, h(n) h⇤(n))

f (n)  C⇤ (by definition, C⇤ = g⇤(n)+h⇤(n))

The first and last lines form a contradiction, so the supposition that the algorithm could return
a suboptimal path must be wrong—it must be that A⇤ returns only cost-optimal paths.

A slightly stronger property is called consistency. A heuristic h(n) is consistent if, forConsistency

every node n and every successor n0 of n generated by an action a, we have:

h(n) c(n,a,n0)+h(n0) .

This is a form of the triangle inequality, which stipulates that a side of a triangle cannotTriangle inequality

be longer than the sum of the other two sides (see Figure 3.19). An example of a consistent
heuristic is the straight-line distance hSLD that we used in getting to Bucharest.

Every consistent heuristic is admissible (but not vice versa), so with a consistent heuristic,
A⇤ is cost-optimal. In addition, with a consistent heuristic, the first time we reach a state it
will be on an optimal path, so we never have to re-add a state to the frontier, and never have to
change an entry in reached. But with an inconsistent heuristic, we may end up with multiple
paths reaching the same state, and if each new path has a lower path cost than the previous
one, then we will end up with multiple nodes for that state in the frontier, costing us both
time and space. Because of that, some implementations of A⇤ take care to only enter a state
into the frontier once, and if a better path to the state is found, all the successors of the state
are updated (which requires that nodes have child pointers as well as parent pointers). These
complications have led many implementers to avoid inconsistent heuristics, but Felner et al.
(2011) argues that the worst effects rarely happen in practice, and one shouldn’t be afraid of
inconsistent heuristics.

▶ Admissibility is required to guarantee cost-optimality in A∗.
▶ Consistency improves performance by guaranteeing that the first time we reach a node, it is

on the optimal path – so we don’t re-evaluate multiple paths to the same node.
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Satisficing Search: A∗ vs Weighted A∗

▶ Detour index: multiplier applied to straight-line distance to account for curvature of roads.
E.g., detour index of 1.3 means a road connecting locations 10 miles apart would be
estimated as 13 miles long.

▶ Weighted A∗ search: apply a wieght, like detour index, to h(node)
▶ f(n) = g(n) + w · h(n), for some w > 1

▶ Results in inadmissible heuristic (overestimates), but can improve search speed.

(a) an A∗ search and (b) a weighted A∗ search with weight w = 2.
▶ The gray bars are obstacles, the purple line is the path from the green start to red goal, and

the small dots are states that were reached by each search.
▶ On this particular problem, weighted A∗ explores 7 times fewer states and finds a path that

is 5% more costly.
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Memory-Bounded Search

A∗ is not memory-efficient. Some approaches to imporoving memory efficiency:
▶ Beam search keeps only the k nodes with lowest f values.

▶ Forms a narrow “beam” through the search space.
▶ Not complete or optimal, but good enough with sufficiently large k
▶ Alternative: keep nodes within σ of best f score, so only narrow beam when there are clearly

better nodes.
▶ Iterative-deepening A∗ uses f = g + h as the cut-off for the frontier instead of depth.

▶ Iteratively expands contours of search space.
▶ Recursive best-first search resembles depth-first search.

▶ Instead of continuing down a path indefinitely, keeps track of path with second best f value of
ancestor. If that f value is exceeded, discards path and backs up to the alternative path.

▶ f value of discarded path is kept in case alternative doesn’t work out.
▶ Simplified memory-bounded A∗ (SMA∗) is similar to RBFS, but expands best leaf node

until memory is full. Then it discards the worst leaf and continues.
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Search Contours
▶ In a topographical map, countours indicate a constant elevation
▶ In a search contour of a state space, a contour indicates an upper bound on path cost in a

region
▶ In the 400 countour, each node has f(node) = g(node) + h(node) ≤ 400.
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Figure 3.20 Map of Romania showing contours at f = 380, f = 400, and f = 420, with
Arad as the start state. Nodes inside a given contour have f = g + h costs less than or equal
to the contour value.

With an inadmissible heuristic, A⇤ may or may not be cost-optimal. Here are two cases
where it is: First, if there is even one cost-optimal path on which h(n) is admissible for all
nodes n on the path, then that path will be found, no matter what the heuristic says for states
off the path. Second, if the optimal solution has cost C⇤, and the second-best has cost C2, and
if h(n) overestimates some costs, but never by more than C2�C⇤, then A⇤ is guaranteed to
return cost-optimal solutions.

3.5.3 Search contours

A useful way to visualize a search is to draw contours in the state space, just like the contours Contour

in a topographic map. Figure 3.20 shows an example. Inside the contour labeled 400, all
nodes have f (n) = g(n)+h(n) 400, and so on. Then, because A⇤ expands the frontier node
of lowest f -cost, we can see that an A⇤ search fans out from the start node, adding nodes in
concentric bands of increasing f -cost.

With uniform-cost search, we also have contours, but of g-cost, not g + h. The contours
with uniform-cost search will be “circular” around the start state, spreading out equally in all
directions with no preference towards the goal. With A⇤ search using a good heuristic, the
g + h bands will stretch toward a goal state (as in Figure 3.20) and become more narrowly
focused around an optimal path.

It should be clear that as you extend a path, the g costs are monotonic: the path cost Monotonic

always increases as you go along a path, because action costs are always positive.12 Therefore
you get concentric contour lines that don’t cross each other, and if you choose to draw the
lines fine enough, you can put a line between any two nodes on any path.

12 Technically, we say “strictly monotonic” for costs that always increase, and “monotonic” for costs that never
decrease, but might remain the same.

▶ Countours represent monotonically increasing path costs. 11 / 14
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Figure 3.3 A typical instance of the 8-puzzle.

The agent can’t push a box into another box or a wall. For a world with n non-obstacle cells
and b boxes, there are n⇥ n!/(b!(n� b)!) states; for example on an 8⇥ 8 grid with a dozen
boxes, there are over 200 trillion states.

In a sliding-tile puzzle, a number of tiles (sometimes called blocks or pieces) are ar-Sliding-tile puzzle

ranged in a grid with one or more blank spaces so that some of the tiles can slide into the
blank space. One variant is the Rush Hour puzzle, in which cars and trucks slide around a
6⇥ 6 grid in an attempt to free a car from the traffic jam. Perhaps the best-known variant is
the 8-puzzle (see Figure 3.3), which consists of a 3⇥ 3 grid with eight numbered tiles and8-puzzle

one blank space, and the 15-puzzle on a 4⇥ 4 grid. The object is to reach a specified goal15-puzzle

state, such as the one shown on the right of the figure. The standard formulation of the 8
puzzle is as follows:

• States: A state description specifies the location of each of the tiles.
• Initial state: Any state can be designated as the initial state. Note that a parity prop-

erty partitions the state space—any given goal can be reached from exactly half of the
possible initial states (see Exercise 3.PART).

• Actions: While in the physical world it is a tile that slides, the simplest way of describ-
ing an action is to think of the blank space moving Left, Right, Up, or Down. If the
blank is at an edge or corner then not all actions will be applicable.

• Transition model: Maps a state and action to a resulting state; for example, if we apply
Left to the start state in Figure 3.3, the resulting state has the 5 and the blank switched.

• Goal state: Although any state could be the goal, we typically specify a state with the
numbers in order, as in Figure 3.3.

• Action cost: Each action costs 1.

Note that every problem formulation involves abstractions. The 8-puzzle actions are ab-
stracted to their beginning and final states, ignoring the intermediate locations where the tile
is sliding. We have abstracted away actions such as shaking the board when tiles get stuck
and ruled out extracting the tiles with a knife and putting them back again. We are left with a
description of the rules, avoiding all the details of physical manipulations.

Our final standardized problem was devised by Donald Knuth (1964) and illustrates how
infinite state spaces can arise. Knuth conjectured that starting with the number 4, a sequence

▶ Misplaced tiles, h1 = 8.
▶ Manhattan distance, h2 = 3 + 1 + 2 + 2 + 2 + 3 + 3 + 2 = 18

True solution cost is 26, so neither heristic overestimates.

12 / 14



Heuristic Accuracy and Performance
▶ Effective branching factor, b∗: for N nodes, branching factor of uniform tree of depth d that

would contain N + 1 nodes. Want close to 1.
▶ N + 1 = 1 + b∗ + (b∗)2 + · · · + (b∗)d Section 3.6 Heuristic Functions 117

Search Cost (nodes generated) Effective Branching Factor

d BFS A⇤(h1) A⇤(h2) BFS A⇤(h1) A⇤(h2)

6 128 24 19 2.01 1.42 1.34
8 368 48 31 1.91 1.40 1.30

10 1033 116 48 1.85 1.43 1.27
12 2672 279 84 1.80 1.45 1.28
14 6783 678 174 1.77 1.47 1.31
16 17270 1683 364 1.74 1.48 1.32
18 41558 4102 751 1.72 1.49 1.34
20 91493 9905 1318 1.69 1.50 1.34
22 175921 22955 2548 1.66 1.50 1.34
24 290082 53039 5733 1.62 1.50 1.36
26 395355 110372 10080 1.58 1.50 1.35
28 463234 202565 22055 1.53 1.49 1.36

Figure 3.26 Comparison of the search costs and effective branching factors for 8-puzzle
problems using breadth-first search, A⇤ with h1 (misplaced tiles), and A⇤ with h2 (Manhattan
distance). Data are averaged over 100 puzzles for each solution length d from 6 to 28.

One might ask whether h2 is always better than h1. The answer is “Essentially, yes.” It
is easy to see from the definitions of the two heuristics that for any node n, h2(n) � h1(n).
We thus say that h2 dominates h1. Domination translates directly into efficiency: A⇤ using h2 Domination

will never expand more nodes than A⇤ using h1 (except in the case of breaking ties unluckily).
The argument is simple. Recall the observation on page 108 that every node with f (n) < C⇤

will surely be expanded. This is the same as saying that every node with h(n) < C⇤ � g(n)
is surely expanded when h is consistent. But because h2 is at least as big as h1 for all nodes,
every node that is surely expanded by A⇤ search with h2 is also surely expanded with h1, and
h1 might cause other nodes to be expanded as well. Hence, it is generally better to use a
heuristic function with higher values, provided it is consistent and that the computation time
for the heuristic is not too long.

3.6.2 Generating heuristics from relaxed problems

We have seen that both h1 (misplaced tiles) and h2 (Manhattan distance) are fairly good
heuristics for the 8-puzzle and that h2 is better. How might one have come up with h2? Is it
possible for a computer to invent such a heuristic mechanically?

h1 and h2 are estimates of the remaining path length for the 8-puzzle, but they are also
perfectly accurate path lengths for simplified versions of the puzzle. If the rules of the puzzle
were changed so that a tile could move anywhere instead of just to the adjacent empty square,
then h1 would give the exact length of the shortest solution. Similarly, if a tile could move one
square in any direction, even onto an occupied square, then h2 would give the exact length
of the shortest solution. A problem with fewer restrictions on the actions is called a relaxed
problem. The state-space graph of the relaxed problem is a supergraph of the original state Relaxed problem

space because the removal of restrictions creates added edges in the graph.
Because the relaxed problem adds edges to the state-space graph, any optimal solution in

the original problem is, by definition, also a solution in the relaxed problem; but the relaxed

▶ h2 dominates h1 because for any node, h2(node) ≥ h1(node)
▶ We want a heuristic that underestimates, but by as little as possible. 13 / 14



Designing Heuristic Functions

▶ Relaxing the problem definition
▶ Storing precomputed solution costs for subproblems in a pattern database
▶ Defining landmarks
▶ Learning from experience

Designing heuristic functions requires domain knowledge. But there is an automated approach
based on relaxed problem definitions: Absolver
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