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Games

Competitive environments, in which two or more agents have conflicting goals, give rise to
adversarial search problems.
Three approaches to dealing with multiagent environments:

1. With a large number of agents, consider aggregates of agents as an economy, e.g.,
supply-demand relationships, without predicting actions of any individual agents.

2. Consider adversarial agents as just a part of the environment—a part that makes the
environment nondeterministic. But if we model the adversaries in the same way that, say,
rain sometimes falls and sometimes doesn’t, we miss the idea that our adver- saries are
actively trying to defeat us, whereas the rain supposedly has no such intention.

3. Explicitly model the adversarial agents with the techniques of adversarial game-tree search.
This lesson deals with the third approach.
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From Game Theory to Adversarial AI

In game theory, games like Chess and Go are deterministic, two-player, turn-taking, perfect
information, zero-sum games.

Game Theory AI
Perfect information Fully observable
Player Agent
Move Action
Position State
Payoff/Score Utility/Reward/Value

In AI we commonly study two-player zero sum games, in which the “score” for one agent is the
negative of the other agent’s, i.e., they add to zero.

Note: in Chess tournaments draws award each player scores of 1
2 , but in an AI

chess playing algorithms you can use +1, -1, and 0. Alternatively, you can model
chess as a “constant sum” game with scores of 1, 0, or 1

2 .
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Two-Player Zero-Sum Games

Two players: MAX and MIN. MAX moves first.
A game can be formally defined with the following elements:
▶ S0: The initial state, which specifies how the game is set up at the start.
▶ ToMove(s): The player whose turn it is to move in state s, MAX or MIN.
▶ Actions(s): The set of legal moves in state s.
▶ Result(s, a): The transition model, which defines the state resulting from taking action a

in state s.
▶ IsTerminal(s): A terminal test, which is true when the game is over and false otherwise.

States where the game has ended are called terminal states.
▶ Utility(s, p): A utility function (also called an objective function or payoff function), which

defines the final numeric value to player p when the game ends in terminal state s. In chess,
the outcome is a win, loss, or draw, with values 1, 0, or 1/2. Some games have a wider
range of possible outcomes—for example, the payoffs in backgammon range from 0 to 192.
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Tic-Tac-Toe Game Tree194 Chapter 6 Adversarial Search and Games

XX
XX

X
X

X

XX

X X
O

OX O

O

X OX O

X

. . . . . . . . . . . .

. . .

. . .

. . .

XX
–1  0 +1

XX
X XO

X XOX XO
O
O

X
X XO

OO
O O X X

MAX (X)

MIN (O)

MAX (X)

MIN (O)

TERMINAL

Utility

Figure 6.1 A (partial) game tree for the game of tic-tac-toe. The top node is the initial state,
and MAX moves first, placing an X in an empty square. We show part of the tree, giving
alternating moves by MIN (O) and MAX (X), until we eventually reach terminal states, which
can be assigned utilities according to the rules of the game.

6.2 Optimal Decisions in Games

MAX wants to find a sequence of actions leading to a win, but MIN has something to say
about it. This means that MAX’s strategy must be a conditional plan—a contingent strategy
specifying a response to each of MIN’s possible moves. In games that have a binary outcome
(win or lose), we could use AND–OR search (page 143) to generate the conditional plan. In
fact, for such games, the definition of a winning strategy for the game is identical to the
definition of a solution for a nondeterministic planning problem: in both cases the desirable
outcome must be guaranteed no matter what the “other side” does. For games with multiple
outcome scores, we need a slightly more general algorithm called minimax search.Minimax search

Consider the trivial game in Figure 6.2. The possible moves for MAX at the root node
are labeled a1, a2, and a3. The possible replies to a1 for MIN are b1, b2, b3, and so on. This
particular game ends after one move each by MAX and MIN. (Note: In some games, the
word “move” means that both players have taken an action; therefore the word ply is used toPly

unambiguously mean one move by one player, bringing us one level deeper in the game tree.)
The utilities of the terminal states in this game range from 2 to 14.

Given a game tree, the optimal strategy can be determined by working out the minimax
value of each state in the tree, which we write as MINIMAX(s). The minimax value is theMinimax value

utility (for MAX) of being in that state, assuming that both players play optimally from there
to the end of the game. The minimax value of a terminal state is just its utility. In a non-
terminal state, MAX prefers to move to a state of maximum value when it is MAX’s turn to

Tic-tac-toe is relatively small – fewer than 9! = 362, 880 terminal nodes with only 5,478 distinct
states.
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Optimal Decisions in Games

▶ MAX searches for a sequence of actions leading to a win.
▶ MIN searches for a sequence of actions leading to a loss for MAX.
▶ So MAX’s stratregy is a contingfency plan dependent on MIN’s responses.
▶ We could use AND-OR search, but we’ll study a more general approach: minimax search.

Minimax search generates a game tree with moves for both MAX and MIN
▶ At each MAX node, choose from actions a ∈ Actions(s) with maximum value relative to

MAX.
▶ At each MIN node, choose from actions b ∈ Actions(s) with minimum value relative to

MAX.
▶ One move by one player is called a ply. A ply for MAX plus the response ply for MIN

constitute a game move.

6 / 27



Minimax Decision

▶ Given a game tree, the optimal strategy can be determined by working out the minimax
value of each state in the tree, which we write as Minimax(s).

▶ The minimax value is the utility (for MAX) of being in that state, assuming that both
players play optimally from there to the end of the game. The minimax value of a terminal
state is just its utility.

Minimax(s) =


Utility(s, MAX) if IsTerminal(s)
maxa∈Actions(s)Minimax(Result(s, a)) if ToMove(s) = MAX

mina∈Actions(s)Minimax(Result(s, a)) if ToMove(s) = MIN
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Minimax Game Tree
Section 6.2 Optimal Decisions in Games 195
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Figure 6.2 A two-ply game tree. The 4 nodes are “MAX nodes,” in which it is MAX’s turn
to move, and the 5 nodes are “MIN nodes.” The terminal nodes show the utility values for
MAX; the other nodes are labeled with their minimax values. MAX’s best move at the root is
a1, because it leads to the state with the highest minimax value, and MIN’s best reply is b1,
because it leads to the state with the lowest minimax value.

move, and MIN prefers a state of minimum value (that is, minimum value for MAX and thus
maximum value for MIN). So we have:

MINIMAX(s) =8
<
:

UTILITY(s, MAX) if IS-TERMINAL(s)
maxa2Actions(s) MINIMAX(RESULT(s, a)) if TO-MOVE(s)= MAX

mina2Actions(s) MINIMAX(RESULT(s, a)) if TO-MOVE(s)= MIN

Let us apply these definitions to the game tree in Figure 6.2. The terminal nodes on the bottom
level get their utility values from the game’s UTILITY function. The first MIN node, labeled
B, has three successor states with values 3, 12, and 8, so its minimax value is 3. Similarly,
the other two MIN nodes have minimax value 2. The root node is a MAX node; its successor
states have minimax values 3, 2, and 2; so it has a minimax value of 3. We can also identify
the minimax decision at the root: action a1 is the optimal choice for MAX because it leads to Minimax decision

the state with the highest minimax value.
This definition of optimal play for MAX assumes that MIN also plays optimally. What if

MIN does not play optimally? Then MAX will do at least as well as against an optimal player,
possibly better. However, that does not mean that it is always best to play the minimax optimal
move when facing a suboptimal opponent. Consider a situation where optimal play by both
sides will lead to a draw, but there is one risky move for MAX that leads to a state in which
there are 10 possible response moves by MIN that all seem reasonable, but 9 of them are a
loss for MIN and one is a loss for MAX. If MAX believes that MIN does not have sufficient
computational power to discover the optimal move, MAX might want to try the risky move,
on the grounds that a 9/10 chance of a win is better than a certain draw.

6.2.1 The minimax search algorithm

Now that we can compute MINIMAX(s), we can turn that into a search algorithm that finds
the best move for MAX by trying all actions and choosing the one whose resulting state has
the highest MINIMAX value. Figure 6.3 shows the algorithm. It is a recursive algorithm
that proceeds all the way down to the leaves of the tree and then backs up the minimax
values through the tree as the recursion unwinds. For example, in Figure 6.2, the algorithm

A two-ply game tree.
▶ △ nodes are “MAX nodes,” – MAX’s turn to move.
▶ ▽ nodes are “MIN nodes.”
▶ Terminal nodes show the utility values for MAX.
▶ Other nodes are labeled with their minimax values.
▶ MAX’s best move at the root is a1, because it leads to state with highest minimax value.
▶ MIN’s best reply is b1, because it leads to the state with the lowest minimax value.
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Minimax Algorithm
▶ Recurse through MIN

and MAX plies of the
game tree to leaf nodes.

▶ Back up minimax values
through the tree.

▶ Choose branch with
highest minimax value.

196 Chapter 6 Adversarial Search and Games

function MINIMAX-SEARCH(game, state) returns an action
player game.TO-MOVE(state)
value, move MAX-VALUE(game, state)
return move

function MAX-VALUE(game, state) returns a (utility, move) pair
if game.IS-TERMINAL(state) then return game.UTILITY(state, player), null
v, move �•
for each a in game.ACTIONS(state) do

v2, a2 MIN-VALUE(game, game.RESULT(state, a))
if v2 > v then

v, move v2, a
return v, move

function MIN-VALUE(game, state) returns a (utility, move) pair
if game.IS-TERMINAL(state) then return game.UTILITY(state, player), null
v, move +•
for each a in game.ACTIONS(state) do

v2, a2 MAX-VALUE(game, game.RESULT(state, a))
if v2 < v then

v, move v2, a
return v, move

Figure 6.3 An algorithm for calculating the optimal move using minimax—the move that
leads to a terminal state with maximum utility, under the assumption that the opponent plays
to minimize utility. The functions MAX-VALUE and MIN-VALUE go through the whole
game tree, all the way to the leaves, to determine the backed-up value of a state and the move
to get there.

first recurses down to the three bottom-left nodes and uses the UTILITY function on them
to discover that their values are 3, 12, and 8, respectively. Then it takes the minimum of
these values, 3, and returns it as the backed-up value of node B. A similar process gives the
backed-up values of 2 for C and 2 for D. Finally, we take the maximum of 3, 2, and 2 to get
the backed-up value of 3 for the root node.

The minimax algorithm performs a complete depth-first exploration of the game tree.
If the maximum depth of the tree is m and there are b legal moves at each point, then the
time complexity of the minimax algorithm is O(b m). The space complexity is O(bm) for an
algorithm that generates all actions at once, or O(m) for an algorithm that generates actions
one at a time (see page 98). The exponential complexity makes MINIMAX impractical for
complex games; for example, chess has a branching factor of about 35 and the average game
has depth of about 80 ply, and it is not feasible to search 3580 ⇡ 10123 states. MINIMAX

does, however, serve as a basis for the mathematical analysis of games. By approximating
the minimax analysis in various ways, we can derive more practical algorithms.
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Analysis of Minimax

▶ Time complexity: O(bm)
▶ Space complexity:

▶ O(bm) if generates all actions at once
▶ O(m) if generates actions one at a time

Chess has an average branching factor of 35 and an average game has a depth of 80.
▶ O(bm) = 3580 ≈ 10123 states

Clearly, minimax won’t work for Chess. We’ll make two modifications to minimax that makes
games like Chess tractable.
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Alpha-Beta Pruning

Number of game states is exponential in depth of tree, so we have to prune branches of the tree
to make searching it tractable.
▶ α = the value of the best (i.e., highest-value) choice we have found so far at any choice

point along the path for MAX.
▶ Think: α = “at least.”

▶ β = the value of the best (i.e., lowest-value) choice we have found so far at any choice
point along the path for MIN.
▶ Think: β = “at most.”

Alpha-beta pruning cuts off the exploration of nodes if those nodes would not change move
selection.
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Alpha-Beta Pruning in Action

Intervals show range of possible values at each node, [α, β].

Section 6.2 Optimal Decisions in Games 199
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Figure 6.5 Stages in the calculation of the optimal decision for the game tree in Figure 6.2.
At each point, we show the range of possible values for each node. (a) The first leaf below B
has the value 3. Hence, B, which is a MIN node, has a value of at most 3. (b) The second leaf
below B has a value of 12; MIN would avoid this move, so the value of B is still at most 3.
(c) The third leaf below B has a value of 8; we have seen all B’s successor states, so the value
of B is exactly 3. Now we can infer that the value of the root is at least 3, because MAX has
a choice worth 3 at the root. (d) The first leaf below C has the value 2. Hence, C, which is
a MIN node, has a value of at most 2. But we know that B is worth 3, so MAX would never
choose C. Therefore, there is no point in looking at the other successor states of C. This is an
example of alpha–beta pruning. (e) The first leaf below D has the value 14, so D is worth at
most 14. This is still higher than MAX’s best alternative (i.e., 3), so we need to keep exploring
D’s successor states. Notice also that we now have bounds on all of the successors of the root,
so the root’s value is also at most 14. (f) The second successor of D is worth 5, so again we
need to keep exploring. The third successor is worth 2, so now D is worth exactly 2. MAX’s
decision at the root is to move to B, giving a value of 3.

Alpha–beta search updates the values of ↵ and � as it goes along and prunes the remaining
branches at a node (i.e., terminates the recursive call) as soon as the value of the current
node is known to be worse than the current ↵ or � value for MAX or MIN, respectively. The
complete algorithm is given in Figure 6.7. Figure 6.5 traces the progress of the algorithm on
a game tree.

6.2.4 Move ordering

The effectiveness of alpha–beta pruning is highly dependent on the order in which the states
are examined. For example, in Figure 6.5(e) and (f), we could not prune any successors of D
at all because the worst successors (from the point of view of MIN) were generated first. If the

Minimax(root) = max(min(3, 12, 8), min(2, x, y), min(14, 5, 2))
= max(3, min(2, x, y), 2)
= max(3, z, 2) where z = min(2, x, y) ≤ 2
= 3.

In other words, the value of the root and hence the minimax decision are independent of the
values of the leaves x and y, and therefore they can be pruned.
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Alpha-Beta Calculation Stages
▶ (a) 1st child of B has value 3. So B, a

MIN node, has value ≤ 3.
▶ (b) 2nd child of B has value 12; MIN

would avoid, so B still ≤ 3.
▶ (c) 3rd child of B has value 8; that’s all

B’s children, so value of B exactly 3.
Now infer value of root ≥ 3 – MAX
picks max child value.

▶ (d) 1st child of C has value 2. So C, a
MIN node, value ≤ 2. But B is
worth 3, so MAX won’t choose C.
No point looking at other children
of C. This is alpha–beta pruning.

▶ (e) 1st child of D value 14, so D worth
≤ 14. 14 still > 3, so need to keep
exploring D’s children. Now also
back up 14 to root, which is new
“at most”, or β, of root.

▶ (f) 2nd child of D worth 5, so need to
keep exploring for a value < 3. 3rd
child is worth 2, so now D is worth
exactly 2. So MAX’s move is to B,
giving a value of 3.

Section 6.2 Optimal Decisions in Games 199
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Figure 6.5 Stages in the calculation of the optimal decision for the game tree in Figure 6.2.
At each point, we show the range of possible values for each node. (a) The first leaf below B
has the value 3. Hence, B, which is a MIN node, has a value of at most 3. (b) The second leaf
below B has a value of 12; MIN would avoid this move, so the value of B is still at most 3.
(c) The third leaf below B has a value of 8; we have seen all B’s successor states, so the value
of B is exactly 3. Now we can infer that the value of the root is at least 3, because MAX has
a choice worth 3 at the root. (d) The first leaf below C has the value 2. Hence, C, which is
a MIN node, has a value of at most 2. But we know that B is worth 3, so MAX would never
choose C. Therefore, there is no point in looking at the other successor states of C. This is an
example of alpha–beta pruning. (e) The first leaf below D has the value 14, so D is worth at
most 14. This is still higher than MAX’s best alternative (i.e., 3), so we need to keep exploring
D’s successor states. Notice also that we now have bounds on all of the successors of the root,
so the root’s value is also at most 14. (f) The second successor of D is worth 5, so again we
need to keep exploring. The third successor is worth 2, so now D is worth exactly 2. MAX’s
decision at the root is to move to B, giving a value of 3.

Alpha–beta search updates the values of ↵ and � as it goes along and prunes the remaining
branches at a node (i.e., terminates the recursive call) as soon as the value of the current
node is known to be worse than the current ↵ or � value for MAX or MIN, respectively. The
complete algorithm is given in Figure 6.7. Figure 6.5 traces the progress of the algorithm on
a game tree.

6.2.4 Move ordering

The effectiveness of alpha–beta pruning is highly dependent on the order in which the states
are examined. For example, in Figure 6.5(e) and (f), we could not prune any successors of D
at all because the worst successors (from the point of view of MIN) were generated first. If the
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Alpha-Beta Search Algorithm
▶ Updates the values of α and β as

it goes along
▶ Prunes the remaining branches at

a node (i.e., terminates the
recursive call) as soon as the
value of the current node is
known to be worse than the
current α for MAX, or β for MIN.

200 Chapter 6 Adversarial Search and Games
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Player
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•
•
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Figure 6.6 The general case for alpha–beta pruning. If m or m0 is better than n for Player,
we will never get to n in play.

function ALPHA-BETA-SEARCH(game, state) returns an action
player game.TO-MOVE(state)
value, move MAX-VALUE(game, state,�•, +•)
return move

function MAX-VALUE(game, state,↵,�) returns a (utility, move) pair
if game.IS-TERMINAL(state) then return game.UTILITY(state, player), null
v �•
for each a in game.ACTIONS(state) do

v2, a2 MIN-VALUE(game, game.RESULT(state, a),↵,�)
if v2 > v then

v, move v2, a
↵ MAX(↵, v)

if v � � then return v, move
return v, move

function MIN-VALUE(game, state,↵,�) returns a (utility, move) pair
if game.IS-TERMINAL(state) then return game.UTILITY(state, player), null
v +•
for each a in game.ACTIONS(state) do

v2, a2 MAX-VALUE(game, game.RESULT(state, a),↵,�)
if v2 < v then

v, move v2, a
� MIN(�, v)

if v  ↵ then return v, move
return v, move

Figure 6.7 The alpha–beta search algorithm. Notice that these functions are the same as the
MINIMAX-SEARCH functions in Figure 6.3, except that we maintain bounds in the variables
↵ and �, and use them to cut off search when a value is outside the bounds.
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Heuristic Alpha-Beta Tree Search

Alpha-beta search helps, but it is still highly dependent on move ordering. So we need more help
in limiting search.
▶ We define a heuristic evaluation function that evaluates a static position.
▶ We replace the terminal test with a cutoff test and use the heuristic evaluation function to

determine the node’s value.

HMinimax(s, d) =


Eval(s, MAX) if IsCutoff(s, d)
maxa∈Actions(s)HMinimax(Result(s, a), d + 1) if ToMove(s) = MAX

mina∈Actions(s)HMinimax(Result(s, a), d + 1) if ToMove(s) = MIN
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Static Evaluation Functions

A heuristic evaluation function Eval(s, p) returns an estimate of the expected utility of state s
to player p, just as the heuristic functions of Chapter 3 return an estimate of the distance to the
goal.
▶ For terminal states, Eval(s, p) = Utility(s, p).
▶ For nonterminal states, the evaluation must be somewhere between a loss and a win:

Utility(loss, p) ≤ Eval(s, p) ≤ Utility(win, p).
A popular form of hueristic evaluation function is a weighted linear evaluation function:

Eval(s) = w1f1(s) + w2f2(s) + · · · + wnfn(s) =
n∑

i=1
wifi(s),

▶ Each fi is a feature of the position such as “number of white bishops.”
▶ Each wi is a weight saying how important that feature is.
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Chess Configuration Examples Section 6.3 Heuristic Alpha–Beta Tree Search 203

(b) White to move(a) White to move

Figure 6.8 Two chess positions that differ only in the position of the rook at lower right.
In (a), Black has an advantage of a knight and two pawns, which should be enough to win
the game. In (b), White will capture the queen, giving it an advantage that should be strong
enough to win.

centuries, chess players have developed ways of judging the value of a position using just this
idea. For example, introductory chess books give an approximate material value for each Material value

piece: each pawn is worth 1, a knight or bishop is worth 3, a rook 5, and the queen 9. Other
features such as “good pawn structure” and “king safety” might be worth half a pawn, say.
These feature values are then simply added up to obtain the evaluation of the position.

Mathematically, this kind of evaluation function is called a weighted linear function Weighted linear
function

because it can be expressed as

EVAL(s) = w1 f1(s)+w2 f2(s)+ · · ·+wn fn(s) =
n

Â
i=1

wi fi(s) ,

where each fi is a feature of the position (such as “number of white bishops”) and each wi is
a weight (saying how important that feature is). The weights should be normalized so that the
sum is always within the range of a loss (0) to a win (+1). A secure advantage equivalent to
a pawn gives a substantial likelihood of winning, and a secure advantage equivalent to three
pawns should give almost certain victory, as illustrated in Figure 6.8(a). We said that the
evaluation function should be strongly correlated with the actual chances of winning, but it
need not be linearly correlated: if state s is twice as likely to win as state s0 we don’t require
that EVAL(S) be twice EVAL(S’); all we require is that EVAL(S) > EVAL(S’).

Adding up the values of features seems like a reasonable thing to do, but in fact it involves
a strong assumption: that the contribution of each feature is independent of the values of the
other features. For this reason, current programs for chess and other games also use nonlinear
combinations of features. For example, a pair of bishops might be worth more than twice the
value of a single bishop, and a bishop is worth more in the endgame than earlier—when the
move number feature is high or the number of remaining pieces feature is low.

Where do the features and weights come from? They’re not part of the rules of chess,
but they are part of the culture of human chess-playing experience. In games where this

▶ (a) Black has an advantage of a knight and two pawns, which should be enough to win the game.
▶ (b) White will capture the queen, giving it an advantage that should be strong enough to win.
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Cutting Off Search

In alpha-beta search algorithm, keep track of depth so you can cut off at a particular depth and
replace lines with IsTerminal(state) with

if game.IsCutoff(state, depth) then return game.Eval(state, player), null

Best to apply cutoff quiescent positions, that is, positions that don’t contain a killer move that
would radically change the value of the position. Adding this to the IsCutoff function is called
quiescence search.
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Horizon Effect Section 6.3 Heuristic Alpha–Beta Tree Search 205

a     b    c    d    e     f     g    h
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5 
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Figure 6.9 The horizon effect. With Black to move, the black bishop is surely doomed. But
Black can forestall that event by checking the white king with its pawns, encouraging the
king to capture the pawns. This pushes the inevitable loss of the bishop over the horizon, and
thus the pawn sacrifices are seen by the search algorithm as good moves rather than bad ones.

pawns, when actually all it has done is waste pawns and push the inevitable capture of the
bishop beyond the horizon that Black can see.

One strategy to mitigate the horizon effect is to allow singular extensions, moves that Singular extension

are “clearly better” than all other moves in a given position, even when the search would
normally be cut off at that point. In our example, a search will have revealed that three moves
of the white rook—h2 to h1, then h1 to a1, and then a1 capturing the bishop on a2—are each
in turn clearly better moves, so even if a sequence of pawn moves pushes us to the horizon,
these clearly better moves will be given a chance to extend the search. This makes the tree
deeper, but because there are usually few singular extensions, the strategy does not add many
total nodes to the tree, and has proven to be effective in practice.

6.3.3 Forward pruning

Alpha–beta pruning prunes branches of the tree that can have no effect on the final evaluation,
but forward pruning prunes moves that appear to be poor moves, but might possibly be good Forward pruning

ones. Thus, the strategy saves computation time at the risk of making an error. In Shannon’s
terms, this is a Type B strategy. Clearly, most human chess players do this, considering only
a few moves from each position (at least consciously).

One approach to forward pruning is beam search (see page 133): on each ply, consider
only a “beam” of the n best moves (according to the evaluation function) rather than consid-
ering all possible moves. Unfortunately, this approach is rather dangerous because there is no
guarantee that the best move will not be pruned away.

The PROBCUT, or probabilistic cut, algorithm (Buro, 1995) is a forward-pruning version
of alpha–beta search that uses statistics gained from prior experience to lessen the chance that
the best move will be pruned. Alpha–beta search prunes any node that is provably outside
the current (↵,�) window. PROBCUT also prunes nodes that are probably outside the win-
dow. It computes this probability by doing a shallow search to compute the backed-up value

With Black to play, if Black only searches to a depth of 4-ply, it will see that
▶ moving the bishop either leads to its capture on b3, or to attack by the white rook moving

to h1, but
▶ playing . . . e3+; Kxe3, f4+; Kxf4 sacrifices two pawns but “saves” the bishop.

This is an example of the horizon effect – failing to see that these moves do not, in fact, save the
bishop and ultimately result in a worse posiotion for black.
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Monte Carlo Tree Search (MCTS)

Two major weaknesses of heuristic alpha-beta tree search:
▶ Can’t handle high branching factors. Go has a branching factor that starts at 361, which

means alpha–beta search would be limited to only 4 or 5 ply.
▶ Can’t always define a good static evaluation function. E.g., in Go material value is not a

strong indicator and most positions are in flux until the endgame.
MCTS:
Instead of searching to a given depth and applying a heurstic evaluation function to the resulting
positions, we
▶ simulate complete games (from a given position) to terminal positions, and
▶ back-up the win/loss scores up the tree.

Playout policy: bias move selection towards good ones. Two options:
▶ Pure MCTS: do N simulations, track which move leads to highest win percentage.
▶ Selection policy: focus computation on important parts of game tree by balancing

exploration and exploitation.
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Selection-Based MCTS Algorithm
Section 6.4 Monte Carlo Tree Search 209

function MONTE-CARLO-TREE-SEARCH(state) returns an action
tree NODE(state)
while IS-TIME-REMAINING() do

leaf SELECT(tree)
child EXPAND(leaf )
result SIMULATE(child)
BACK-PROPAGATE(result, child)

return the move in ACTIONS(state) whose node has highest number of playouts

Figure 6.11 The Monte Carlo tree search algorithm. A game tree, tree, is initialized, and
then we repeat a cycle of SELECT / EXPAND / SIMULATE / BACK-PROPAGATE until we run
out of time, and return the move that led to the node with the highest number of playouts.

We repeat these four steps either for a set number of iterations, or until the allotted time has
expired, and then return the move with the highest number of playouts.

One very effective selection policy is called “upper confidence bounds applied to trees”
or UCT. The policy ranks each possible move based on an upper confidence bound formula UCT

called UCB1. (See Section 16.3.3 for more details.) For a node n, the formula is: UCB1

UCB1(n)=
U(n)

N(n)
+C⇥

s
logN(PARENT(n))

N(n)

where U(n) is the total utility of all playouts that went through node n, N(n) is the number of
playouts through node n, and PARENT(n) is the parent node of n in the tree. Thus U(n)

N(n) is the
exploitation term: the average utility of n. The term with the square root is the exploration
term: it has the count N(n) in the denominator, which means the term will be high for nodes
that have only been explored a few times. In the numerator it has the log of the number of
times we have explored the parent of n. This means that if we are selecting n some non-
zero percentage of the time, the exploration term goes to zero as the counts increase, and
eventually the playouts are given to the node with highest average utility.

C is a constant that balances exploitation and exploration. There is a theoretical argument
that C should be

p
2, but in practice, game programmers try multiple values for C and choose

the one that performs best. (Some programs use slightly different formulas; for example,
ALPHAZERO adds in a term for move probability, which is calculated by a neural network
trained from past self-play.) With C=1.4, the 60/79 node in Figure 6.10 has the highest
UCB1 score, but with C=1.5, it would be the 2/11 node.

Figure 6.11 shows the complete UCT MCTS algorithm. When the iterations terminate,
the move with the highest number of playouts is returned. You might think that it would
be better to return the node with the highest average utility, but the idea is that a node with
65/100 wins is better than one with 2/3 wins, because the latter has a lot of uncertainty. In any
event, the UCB1 formula ensures that the node with the most playouts is almost always the
node with the highest win percentage, because the selection process favors win percentage
more and more as the number of playouts goes up.

The time to compute a playout is linear, not exponential, in the depth of the game tree,
because only one move is taken at each choice point. That gives us plenty of time for multiple

▶ Selection: starting at root, choose a move leading to a successor node, and repeat that
process, moving down the tree to a leaf.

▶ Expansion: grow the search tree by generating a new child of the selected node.
▶ Simulation: perform a playout from the newly generated child node, choosing moves for

both players according to the playout policy. These moves are not recorded in the search
tree. In the next slide, the simulation results in a win for black.

▶ Back-propagation: use the result of the simulation to update all search tree nodes going up
to the root.
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MCTS Iteration
White just played (light purple nodes) – black to play.

208 Chapter 6 Adversarial Search and Games

exploration/exploitation tradeoff.) Monte Carlo tree search does that by maintaining a search
tree and growing it on each iteration of the following four steps, as shown in Figure 6.10:

• Selection: Starting at the root of the search tree, we choose a move (guided by the
selection policy), leading to a successor node, and repeat that process, moving down
the tree to a leaf. Figure 6.10(a) shows a search tree with the root representing a state
where white has just moved, and white has won 37 out of the 100 playouts done so
far. The thick arrow shows the selection of a move by black that leads to a node where
black has won 60/79 playouts. This is the best win percentage among the three moves,
so selecting it is an example of exploitation. But it would also have been reasonable
to select the 2/11 node for the sake of exploration—with only 11 playouts, the node
still has high uncertainty in its valuation, and might end up being best if we gain more
information about it. Selection continues on to the leaf node marked 27/35.

• Expansion: We grow the search tree by generating a new child of the selected node;
Figure 6.10(b) shows the new node marked with 0/0. (Some versions generate more
than one child in this step.)

• Simulation: We perform a playout from the newly generated child node, choosing
moves for both players according to the playout policy. These moves are not recorded
in the search tree. In the figure, the simulation results in a win for black.

• Back-propagation: We now use the result of the simulation to update all the search tree
nodes going up to the root. Since black won the playout, black nodes are incremented
in both the number of wins and the number of playouts, so 27/35 becomes 28/36 and
60/79 becomes 61/80. Since white lost, the white nodes are incremented in the number
of playouts only, so 16/53 becomes 16/54 and the root 37/100 becomes 37/101.

0/1

28/36 10/18 0/3 0/3

3/46/616/543/26

61/80 1/10

37/101

2/11

10/18

3/26 16/53

60/79

37/100

1/10 2/11

6/6 3/4

0/30/327/35

37/100

60/79 1/10 2/11

3/46/616/533/26

27/35 10/18 0/3 0/3

0/0

(a) Selection (b) Expansion
and simulation

(c) Backpropagation

black wins

Figure 6.10 One iteration of the process of choosing a move with Monte Carlo tree search
(MCTS) using the upper confidence bounds applied to trees (UCT) selection metric, shown
after 100 iterations have already been done. In (a) we select moves, all the way down the
tree, ending at the leaf node marked 27/35 (for 27 wins for black out of 35 playouts). In (b)
we expand the selected node and do a simulation (playout), which ends in a win for black. In
(c), the results of the simulation are back-propagated up the tree.

▶ (a) Select moves, all the way down the tree, ending at the leaf node marked 27/35 (27 wins for
black out of 35 playouts).

▶ (b) Expand the selected node and do a simulation (playout), which ends in a win for black.
▶ (c) The results of the simulation are back-propagated up the tree.

▶ Since black won the playout, black nodes are incremented in both number of wins and number
of playouts, so 27/35 → 28/36, 60/79 → 61/80.

▶ White lost, so white nodes incremented in number of playouts, so 16/53 → 16/54, root
37/100 → 37/101.
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Upper Confidence Bound MCTS Selection Policy

UCB1(n) =

Exploitation Term︷ ︸︸ ︷
U(n)
N(n) +C ×

Exploration Term︷ ︸︸ ︷√
log N(PARENT (n))

N(n)

▶ U(n): total utility of all playouts that went through node n,
▶ N(n): number of playouts through node n, PARENT (n) is parent node of n in tree,
▶ C: constant that balances exploitation and exploration.

▶ Theoretically, C =
√

2 is best.
▶ In practice, programmers try different values.
▶ AlphaZero adds move probability term, calculated by neural network trained on past self-play.

Remember that MCTS returns the node with the highest number of playouts, not the node with
the highest average utility. Why?
▶ A node with 65/100 wins better than one with 2/3 wins, due to lower uncertainty.
▶ UCB1 ensures that node with most playouts is almost always node with highest win

percentage – selection process increasingly favors win percentage as number of playouts
increases.
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UCB1 In Action – Exploitation
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exploration/exploitation tradeoff.) Monte Carlo tree search does that by maintaining a search
tree and growing it on each iteration of the following four steps, as shown in Figure 6.10:

• Selection: Starting at the root of the search tree, we choose a move (guided by the
selection policy), leading to a successor node, and repeat that process, moving down
the tree to a leaf. Figure 6.10(a) shows a search tree with the root representing a state
where white has just moved, and white has won 37 out of the 100 playouts done so
far. The thick arrow shows the selection of a move by black that leads to a node where
black has won 60/79 playouts. This is the best win percentage among the three moves,
so selecting it is an example of exploitation. But it would also have been reasonable
to select the 2/11 node for the sake of exploration—with only 11 playouts, the node
still has high uncertainty in its valuation, and might end up being best if we gain more
information about it. Selection continues on to the leaf node marked 27/35.

• Expansion: We grow the search tree by generating a new child of the selected node;
Figure 6.10(b) shows the new node marked with 0/0. (Some versions generate more
than one child in this step.)

• Simulation: We perform a playout from the newly generated child node, choosing
moves for both players according to the playout policy. These moves are not recorded
in the search tree. In the figure, the simulation results in a win for black.

• Back-propagation: We now use the result of the simulation to update all the search tree
nodes going up to the root. Since black won the playout, black nodes are incremented
in both the number of wins and the number of playouts, so 27/35 becomes 28/36 and
60/79 becomes 61/80. Since white lost, the white nodes are incremented in the number
of playouts only, so 16/53 becomes 16/54 and the root 37/100 becomes 37/101.
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3/26 16/53
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black wins

Figure 6.10 One iteration of the process of choosing a move with Monte Carlo tree search
(MCTS) using the upper confidence bounds applied to trees (UCT) selection metric, shown
after 100 iterations have already been done. In (a) we select moves, all the way down the
tree, ending at the leaf node marked 27/35 (for 27 wins for black out of 35 playouts). In (b)
we expand the selected node and do a simulation (playout), which ends in a win for black. In
(c), the results of the simulation are back-propagated up the tree.

With C = 1.4,
▶ the 60/79 node:

UCB1(n) = U(n)
N(n) + C ×

√
log N(PARENT (n))

N(n)

= 60
79 + 1.4 ×

√
log 100

79
= 1.1✓

▶ and the 2/11 node:

UCB1(n) = U(n)
N(n) + C ×

√
log N(PARENT (n))

N(n)

= 2
11 + 1.4 ×

√
log 100

11
= 1.09
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UCB1 In Action – Exploration
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exploration/exploitation tradeoff.) Monte Carlo tree search does that by maintaining a search
tree and growing it on each iteration of the following four steps, as shown in Figure 6.10:

• Selection: Starting at the root of the search tree, we choose a move (guided by the
selection policy), leading to a successor node, and repeat that process, moving down
the tree to a leaf. Figure 6.10(a) shows a search tree with the root representing a state
where white has just moved, and white has won 37 out of the 100 playouts done so
far. The thick arrow shows the selection of a move by black that leads to a node where
black has won 60/79 playouts. This is the best win percentage among the three moves,
so selecting it is an example of exploitation. But it would also have been reasonable
to select the 2/11 node for the sake of exploration—with only 11 playouts, the node
still has high uncertainty in its valuation, and might end up being best if we gain more
information about it. Selection continues on to the leaf node marked 27/35.

• Expansion: We grow the search tree by generating a new child of the selected node;
Figure 6.10(b) shows the new node marked with 0/0. (Some versions generate more
than one child in this step.)

• Simulation: We perform a playout from the newly generated child node, choosing
moves for both players according to the playout policy. These moves are not recorded
in the search tree. In the figure, the simulation results in a win for black.

• Back-propagation: We now use the result of the simulation to update all the search tree
nodes going up to the root. Since black won the playout, black nodes are incremented
in both the number of wins and the number of playouts, so 27/35 becomes 28/36 and
60/79 becomes 61/80. Since white lost, the white nodes are incremented in the number
of playouts only, so 16/53 becomes 16/54 and the root 37/100 becomes 37/101.
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Figure 6.10 One iteration of the process of choosing a move with Monte Carlo tree search
(MCTS) using the upper confidence bounds applied to trees (UCT) selection metric, shown
after 100 iterations have already been done. In (a) we select moves, all the way down the
tree, ending at the leaf node marked 27/35 (for 27 wins for black out of 35 playouts). In (b)
we expand the selected node and do a simulation (playout), which ends in a win for black. In
(c), the results of the simulation are back-propagated up the tree.

With C = 1.5,
▶ the 60/79 node

UCB1(n) = U(n)
N(n) + C ×

√
log N(PARENT (n))

N(n)

= 60
79 + 1.5 ×

√
log 100

79
= 1.12

▶ and the 2/11 node:

UCB1(n) = U(n)
N(n) + C ×

√
log N(PARENT (n))

N(n)

= 2
11 + 1.5 ×

√
log 100

11
= 1.15✓
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Errors in Heuristic Minimax Search
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MAX

99 100

99 1000 1000 1000 100 101 102 100

MIN

Figure 6.16 A two-ply game tree for which heuristic minimax may make an error.

6.7 Limitations of Game Search Algorithms

Because calculating optimal decisions in complex games is intractable, all algorithms must
make some assumptions and approximations. Alpha–beta search uses the heuristic evaluation
function as an approximation, and Monte Carlo search computes an approximate average
over a random selection of playouts. The choice of which algorithm to use depends in part
on the features of each game: when the branching factor is high or it is difficult to define
an evaluation function, Monte Carlo search is preferred. But both algorithms suffer from
fundamental limitations.

One limitation of alpha–beta search is its vulnerability to errors in the heuristic function.
Figure 6.16 shows a two-ply game tree for which minimax suggests taking the right-hand
branch because 100 > 99. That is the correct move if the evaluations are all exactly accurate.
But suppose that the evaluation of each node has an error that is independent of other nodes
and is randomly distributed with a standard deviation of �. Then the left-hand branch is
actually better 71% of the time when � = 5, and 58% of the time when � = 2 (because
one of the four right-hand leaves is likely to slip below 99 in these cases). If errors in the
evaluation function are not independent, then the chance of a mistake rises. It is difficult to
compensate for this because we don’t have a good model of the dependencies between the
values of sibling nodes.

A second limitation of both alpha–beta and Monte Carlo is that they are designed to
calculate (bounds on) the values of legal moves. But sometimes there is one move that is
obviously best (for example when there is only one legal move), and in that case, there is no
point wasting computation time to figure out the value of the move—it is better to just make
the move. A better search algorithm would use the idea of the utility of a node expansion,
selecting node expansions of high utility—that is, ones that are likely to lead to the discovery
of a significantly better move. If there are no node expansions whose utility is higher than
their cost (in terms of time), then the algorithm should stop searching and make a move. This
works not only for clear-favorite situations but also for the case of symmetrical moves, for
which no amount of search will show that one move is better than another.

This kind of reasoning about what computations to do is called metareasoning (reason- Metareasoning

ing about reasoning). It applies not just to game playing but to any kind of reasoning at all.
All computations are done in the service of trying to reach better decisions, all have costs,
and all have some likelihood of resulting in a certain improvement in decision quality. Monte

▶ If evaluation function is 100% correct, right branch is correct.
▶ If evaluation function has random error with σ = 5, left is better 71% of the time because

one of the four right-hand leaves will dip below 99.
▶ If evaluation function has random error with σ = 2, left is better 58% of the time.
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Closing Thoughts

The game playing algorithms we considered here have limitations that we will address in furture
lessons.
▶ Vulnerability to errors in the heuristic function. (See Previous slide.)
▶ Sometimes there is a single clearly best move, but Alpha-beta and MCTS waste

computation by calculating values of many legal moves.
▶ Better to employ metareasoning about the utility of node expansion – only expand nodes likely

to lead to a better move.
▶ Alpha-beta and MCTS reason about individual moves. Humans reason abstractly, selectively

forming plausible plans to acheive (intermediate) goals, e.g., trapping the opponent’s queen.
▶ We will learn about such approaches when we study planning.

▶ Alpha-beta (and MCTS when depth-limited) rely on human-crafted evaluation functions.
▶ Programs like AlphaZero1 need only the rules of the game to learn how to play at superhuman

levels.

1https://arxiv.org/pdf/1712.01815
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